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Abstract. This paper presents a comprehensive evaluation of the performance of
large language models (LLMs) on a newly created set of 50 tasks in financial math-
ematics, with a focus on bond valuation. Models 03, Claude Opus 4, DeepSeek-R1,
and Gemini were tested on three types of tasks (practical, real-life, and theoreti-
cal) and three difficulty levels (easy, medium, and hard). Model 03 achieved the
highest average accuracy (80.9%), while DeepSeek-R1 showed the weakest results
(70.6%). The detailed analysis included error classification (methodological, nu-
merical, conceptual), measuring solution time as well as the application of ANOVA
and post-hoc tests, which confirmed statistically significant differences between the
models. The results indicate that more complex and theoretical tasks remain chal-
lenging for all models. The proposed methodology and the set of created tasks
provide a basis for further research and for the development of specialized LLM
systems for financial analysis and educational purposes.

Keywords: Large Language Models, Financial Mathematics, Bond Valuation, Dataset
Creation, Model Evaluation.

1. Introduction

The use of deep learning-based artificial intelligence models, especially large language
models, is increasingly recognized as a transformative tool across a variety of application
domains, including mathematics education [1], [2]], financial modeling, and the solving
of problem-oriented tasks. Trained on vast amounts of textual and numerical data, these
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models have the potential to generate structured responses, carry out symbolic reasoning,
and automate tasks that have traditionally been reserved for experts in different fields.

One challenge in modern research is understanding the limits and capabilities of these
models on tasks that require the use of explicit mathematical formulas, the combination
of multiple problem solving approaches, the interpretation of specialized terminology,
and the derivation of proofs and conclusions through multiple steps. This challenge arises
from a fundamental difference: LLMs are probabilistic sequence models that generate
text by predicting likely next tokens, whereas formal mathematics, including financial
mathematics, imposes deterministic requirements in which each step must be exactly cor-
rect and verifiable. A generated solution is therefore a statistically likely output rather
than a formally guaranteed derivation, and its correctness cannot be assumed but must
be established empirically. Although modern reasoning models narrow this gap through
reinforcement-learning-trained chains of thought and tool-assisted verification, they still
provide no formal guarantees. Systematic, domain-specific evaluation is consequently the
primary means of determining where, and to what extent, these systems can be relied
upon, which is precisely the aim of this study. Of particular relevance is the discipline of
financial mathematics that integrates theoretical knowledge of economics and mathemat-
ics with demanding analytical and computational techniques [3]]. Financial mathematics is
characterized by high precision and procedural structures, especially for bond modeling,
discounting future cash flows, yield to maturity estimation, and risk assessment [4]], [S]].
Unlike classical mathematical problems, tasks in this area often combine textual context,
numerical tables, and complex formulas, making them particularly suitable for evaluating
LLM performance.

Although LLMs have advanced rapidly, systematic studies in narrowly defined areas
of applied mathematics such as bonds within financial mathematics remain limited. Most
of the work targets general tasks from algebra, analysis, geometry, or combinatorics [6],
[71, 181, [9l, [[10], while other studies focus on nonstandard competition tasks [1L1]], [[12],
[L3], [14]. Domains like financial mathematics, which are rich in formulas and procedures
and typically taught at the university level, are still underexplored.

To address this gap, a dataset of financial mathematics tasks focused on bonds is
created. The tasks were carefully selected to cover theoretical principles, practical cal-
culations, and problem scenarios from real-world applications, and were classified into
three levels of difficulty. Using standardized prompts, the ability of several widely used
LLMs to understand, interpret, and correctly solve these tasks is tested, conducting both
quantitative and qualitative analyses.

The goal of this research is a multilayered evaluation of LLM performance on a care-
fully designed financial mathematics set, emphasizing:

— accuracy of solution procedures as well as the types of errors;

— quantifying LLM performance and compare models on problem-solving tasks, across
task types and difficulty levels;

— documenting characteristic failure modes and performance patterns across task types
and difficulty levels, providing diagnostic signals for model developers and for inte-
grating LLMs into AI/SE evaluation and regression-testing workflows;

— examining the models’ potential for educational and professional finance use.

The contribution of this paper lies in its systematic evaluation approach within a well-
defined mathematical finance domain, and in its purpose-built task set and methodology.
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These components support future studies, benchmarking, and enhancement of artificial
intelligence models in the financial domain through detailed error analytics and statistical
analysis of differences.

2. Background and Related Work

2.1. Large Language Models and Generative Al

Large language models, developed on the transformer architecture, represent one of the
most important technological innovations in modern artificial intelligence. Their ability to
generate text, perform multistep reasoning, and respond to requests across diverse knowl-
edge areas has enabled wide adoption in education, engineering, finance, medicine, and
other domains. These models are trained on extensive datasets that include textual cor-
pora, source code, mathematical expressions, and tables.

Among current LLMs, representative models include 03 (OpenAl), Claude Opus 4
(Anthropic), DeepSeek-R1, and Gemini 2.5 Pro (Google DeepMind), which will be re-
ferred to as Gemini in this paper. The 03 model, part of OpenAI’s o-series of reason-
ing models trained with large-scale reinforcement learning, is characterized by advanced
reasoning and the handling of formal expressions in complex problem settings [15].
Claude Opus 4, Anthropic’s flagship model, demonstrates robust performance on tasks
that require precise reasoning, argumentation, and the solution of technical problems [[16].
DeepSeek-R1, an open model of the new generation, shows particular efficiency in math-
ematical problem solving and program coding, based on a combination of LLM principles
and reinforcement learning [17]. Gemini, a multimodal model, is notable for integrating
text with charts, tables, and images, extending beyond the classical boundaries of text-
only modeling and finding use in applications such as medical diagnostics and financial
analysis [18].

LLMs’ core abilities include language understanding, information synthesis, symbolic
and numerical reasoning, the generation of structured solutions, and the simulation of ex-
pert knowledge. Educational applications are becoming increasingly important, particu-
larly for personalized learning, automated assessment, and support for problem solving.
Studies show that LLMs can contribute to educational processes by generating content,
providing explanations, and structuring responses, while also highlighting the need for
careful integration in educational settings given the limitations in reliability, transparency,
and pedagogical suitability [[19].

These models are increasingly integrated into different expert domains and are not
limited only to educational contexts. In software engineering, LLMs have become tools
for code development and maintenance. They can automatically generate code segments
based on description, saving developers time on repetitive, boilerplate tasks. For example,
LLMs can write standard code and implement common algorithms, significantly acceler-
ating development [20]]. At the same time, they assist in debugging more complex soft-
ware components by analyzing logs and error messages. They can also indicate possible
bug causes and potential fixes. In practice, LLM tools increase developer productivity by
allowing a greater focus on creative aspects of design and architecture rather than rou-
tine work. Related evaluations in algorithmic reasoning and complexity analysis further
indicate that LLMs can assist in structured technical tasks, while requiring careful inter-
pretation of their intermediate reasoning steps [21]].



4 Vucicevic et al.

Beyond software engineering, LLMs are increasingly evaluated in other expert do-
mains, including clinical decision support in medicine [22]], [23]], qualitative data analy-
sis in the social sciences [24], and legal reasoning [25], [26]. A common finding across
these domains is that strong general-purpose performance does not automatically trans-
late into reliable expert-level behavior: domain-specific evaluation, validation, and expert
oversight remain necessary. This observation directly motivates the present study, since
financial mathematics is precisely such a specialized, formula-rich domain in which gen-
eral benchmark results cannot be assumed to transfer.

In addition to these domains, a growing body of work focuses specifically on the
application of large language models in finance. Recent survey studies provide systematic
overviews of financial use cases, including market analysis, risk assessment, pricing, and
decision support, while also highlighting domain-specific challenges related to numerical
precision, regulatory constraints, and interpretability [2712829].

2.2. Previous evaluations of LLMs on mathematical tasks

LLMs have been extensively tested on mathematical tasks to assess their step-by-step rea-
soning and ability to solve complex problems. In recent years, standardized benchmarks
have been developed that range from elementary word problems to high-level compe-
tition problems, with modern LLMs demonstrating steadily improving performance. In
the following, the findings for ChatGPT, Claude Opus, DeepSeek-R1, and Gemini are
highlighted, along with specialized mathematical models.

OpenAl’s ChatGPT-4 demonstrates strong performance in standard arithmetic tasks
such as GSMB8K, reaching 85%-90% accuracy, indicating the ability to perform multi-
step reasoning on basic text-defined problems. However, its performance drops below
50% on more complex high-school and Olympiad-level problems in the MATH dataset.
Code-based self-verification boosts performance by up to 84%, approaching expert-level
proficiency. [30]. A notable contribution to understanding the mathematical capabili-
ties of GPT models, comes from the GHOSTS and miniGHOSTS datasets, which target
graduate-level challenges. Analysis by more than 1,600 experts indicates that models such
as GPT-4 are helpful assistants for retrieving mathematical facts and basic inference, but
still lag in tasks requiring deeper conceptual understanding and advanced proof techniques
[L]. Similarly, a recent study using interactive evaluation shows that GPT-4 can be highly
useful for discussion and idea checking, although caution is required due to occasional
mismatches between formal correctness and perceived usefulness [31]. From an educa-
tional perspective, analyzing GPT-4’s errors is a powerful learning method that improves
students’ authentic problem-solving skills. A quasi-experimental study confirmed this,
showing that primary students using this approach achieved superior results and greater
mathematical self-efficacy compared to peers receiving traditional instruction [32[]. Fur-
ther insights into generative Al appear in evaluations on competition-level tasks, which
demand deeper mathematical understanding and multi-step reasoning.

A 2025 study evaluated ol and 03-mini on tasks from Serbia’s National Mathematics
Competition for high-school students on Category A and Category B (highly challeng-
ing and moderately challenging tasks respectively)[11]]. Although perfect solutions were
rare, the models’ performance was typically strong enough to secure a top-three prize in
the competition. The authors emphasize that these tools can benefit advanced students
who compare their solutions with alternative approaches, provided that each step of the
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model is interpreted critically and cautiously. The open DeepSeek-R1 model achieved
comparable success, demonstrating strong performance on 36 different tasks from the
same competition [14]. The model performed exceptionally well on tasks that required
symbolic manipulation and algebraic reasoning, while logic and atypically formulated
problems presented greater challenges. The model’s scores in upper-grade Category B
matched those of prize-winning students. To ensure accuracy, all problems were provided
to the models in their original LaTeX format to preserve the integrity of the mathematical
notation during the evaluation.

In a related study, several generative tools were evaluated using tasks from the Kan-
garoo competition [13]. The models tested included ChatGPT (free and paid), AI Math
Solver, Math Mentor, and ol-preview. While the first three processed both text and im-
ages, the latter two were restricted to text-only input. Performance was strong in prob-
lems involving numbers and algebra, but struggled with geometry and logic. The models
performance declined when required to interpret visual or abstract content, particularly
diagrams and drawings. The ol-preview model stood out with excellent accuracy on text-
only tasks. The study also highlights the need for models that more effectively process
math tasks in languages other than English. Related evaluations have recently been con-
ducted in other languages with similarly sized speaker populations: mathematical rea-
soning of LLMs, including reasoning-oriented models such as DeepSeek-R1, has been
benchmarked in Catalan [33], while a multilingual benchmark based on Kangaroo tests
has been proposed for evaluating visual mathematics in multimodal LLMs [34].

Analyses comparing leading commercial models, including Claude Opus 3, ChatGPT-
4, and Gemini, reveal significant performance differences across the LLMs. In an analysis
of first-year high-school textbook problems, GPT-4 emerged as the top performing model,
achieving 85% accuracy and excelling at "compute” and “prove” tasks [35]]. Claude Opus
3 followed with 67% accuracy, while Gemini lagged at 42%. Notably, all models strug-
gled with tasks requiring explanation or visual interpretation, such as graphs and Venn
diagrams. These findings align with Jonathan Vidal’s study [36], where Gemini ranked
last (67% accuracy) compared to Claude Sonnet 3 (80%) and ChatGPT-4 (93%) on tex-
tual word problems for high-school students. In particular, both Claude and ChatGPT-4
achieved perfect accuracy in counting tasks, while Gemini lagged significantly.

The wide spectrum of difficulty in benchmarks like GSM8K and MATH highlights
the need for specialized LLMs trained on targeted mathematical corpora [[1]. This has
led to the emergence of specialized math models that enhance reasoning and precision by
training on domain-specific data, enabling better multi-step logic, symbolic manipulation,
and formal proofs.

Developed at Google Research, Minerva [7] represents one of the first systematic
efforts to solve quantitative tasks using language models. By training on mathematical
and scientific texts, it achieved high accuracy on STEM tasks like MATH, establishing a
foundation for future work.

WizardMath [37]] continues this direction of research, using a Reinforced Evol-Instruct
approach to optimize mathematical reasoning without need for external code execution.
Although a version based on Mistral-7B achieves high accuracy on standard benchmarks
such as GSM8K and MATH, larger variants such as WizardMath-70B is better than some
proprietary commercial models.
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Similarly, Li et al. [38] found that a 7B model such as LLaMA-2 7B can achive high
accuracy (up to 97.7% on GSM8K) through multi-sample generation with best-of selec-
tion. The primary challenge remains first-attempt reliability, or stability in generating a
correct solution.

MathGenie introduces synthetic task generation using back-translation from solutions
starting from a limited seed set. Models trained with this method (MathGenieLM) achieve
state-of-the-art results on all five math benchmarks, including 87.7% on GSM8K and
55.7% on MATH [39].

In the multimodal domain, the MathVista benchmark assesses the ability to solve
mathematical problems presented in visual contexts. Although GPT-4V leads as the best
performer, it remains more than 10% behind human accuracy, highlighting the difficulty
of integrating visual understanding with mathematical reasoning [40].

In the specific domain of financial mathematics, ChatGPT has shown solid perfor-
mance on standard tasks but faces difficulties with complex analytical problems [41/42].
Another study focused on its ability to solve text-based tasks, concluding that ChatGPT
is a useful tool for visualizing deductive steps and creating instructional graphics [43/44]].

Beyond educational and theoretical tasks, there is growing interest in applying LLMs
directly within financial mathematics, including recent evaluations of ChatGPT 5.2 on
university-level tasks in this domain [45]. In this context, BloombergGPT, trained on a
mixture of general and specialized financial text (about 700 billion tokens), is the first
large language model focused on finance. While it is not the best performer on abstract
math benchmarks, BloombergGPT performs exceptionally well on tasks such as risk as-
sessment, market signal analysis, and understanding financial documents [46]. Comple-
menting such domain-specific models, XFinBench benchmarks LLMs on complex finan-
cial problem-solving and reasoning tasks, further illustrating that strong performance on
generic math datasets does not necessarily guarantee reliable applied financial reasoning
[47].

Despite impressive LLM performance on math benchmarks, most of the mentioned
research focused on general education or pure theoretical mathematics. A clear gap exists
in studies targeting specific applied domains, such as financial mathematics and anal-
ysis, which require a combination of theoretical knowledge with practical calculation.
Furthermore, few evaluations assess LLMs in non-English technical contexts. Our study
addresses these gaps by providing the first evaluation of multiple LLMs on a curated set
of financial mathematics problems focused on bonds.

3. Research Methodology

This study proceeds in two phases: (i) building a targeted dataset and (ii) systematically
evaluating selected large language models (LLMs) on that dataset. The goal is to provide
a comprehensive and reproducible assessment of model capabilities to solve financial
mathematics tasks with a focus on bonds.

In the first phase, a diverse and structurally complex set of financial mathematics
tasks is developed that cover the practical, real-life, and theoretical aspects of bonds.
The dataset was carefully designed to include different types of financial instruments and
real-world scenarios, as well as abstract theoretical tasks that test deeper mathematical
reasoning in large language models.
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Fig. 1. Workflow of the evaluation process, from task creation and model selection to
response generation and final analysis.

In the second phase, selected LLMs were evaluated on the constructed dataset using a
standardized testing procedure consisting of the following steps (Fig. [I):

1. atask is selected from the dataset;

2. the task is provided as input to the selected Al model. Each task is presented in
its original, unchanged format, in the Serbian language, including LaTeX syntax for
mathematical notation, without any supplementary explanations or instructions;

3. the complete response generated by the model is recorded;

4. the recorded response is analyzed and scored according to predefined evaluation met-
rics.

All evaluations were conducted during June and July 2025 through the models’ offi-
cial public chat interfaces (ChatGPT for 03, claude.ai for Claude Opus 4, the DeepSeek
chat application with the DeepThink (R1) mode for DeepSeek-R1, and the Gemini ap-
plication for Gemini 2.5 Pro). This setting was chosen deliberately, as it reflects the way
students and practitioners typically interact with these tools. All models were used with
the default interface settings; decoding parameters such as temperature or top-p are not
exposed in these interfaces and were therefore not modified, and no tools or extensions
were manually enabled or disabled beyond the default chat configuration. The evaluation
was carried out in a single chat session per model, initialized with the following standard-
ized prompt (translated from Serbian): “In what follows, I will give you tasks from the
field of financial mathematics, one by one. Give me the detailed steps of the procedure for
solving each task.” After this instruction, the tasks were submitted one at a time in their
original form, and for each task only the model’s first complete response was recorded
and evaluated, without any follow-up interaction, clarification, or retries.

This method ensures an objective analysis of each model’s essential capabilities, free
from external factors or input adjustments. Such an approach not only achieves a high
level of research validity, but also opens pathways for identifying the models’ potential
applications in educational and professional settings.
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3.1. Construction and Analysis of the Financial Mathematics Task Dataset

The test set for this study features 50 various financial mathematics tasks, with a strong
focus on bond-related tasks including practical, theoretical, and real-life scenarios. The
selection process was designed to cover a broad spectrum of problem types and difficulty
levels. To ensure relevance, the tasks are primarily based on common financial instruments
like fixed-coupon bonds, zero-coupon bonds, T-Bills and T-Bonds, as well as certain types
of inflation-indexed bonds (TIPS), complemented by abstract problems that generalize
key concepts.

While constructing the dataset, a broad range of the latest literature in finance, finan-
cial modeling, and financial mathematics was used, with the goal of covering the widest
possible variety of problem types, including both standard models and real-life problems.
The tasks, concepts and ideas for designing the new tasks were inspired by the literature
(481,491, [501,[1510,[152],[53], as well as the collections of tasks used for obtaining CFA
and FRM certifications in finance. Instead of using these sources directly, they served
as inspiration for creating new problems in bond valuation, interest-rate risk sensitivity
analysis, portfolio construction, and other related topics. The dataset was also supple-
mented with elementary examples from lecture materials for the Financial Mathematics
course at the Faculty of Science, University of Kragujevac. Theoretical problems were
developed in collaboration with instructors from the Financial Mathematics course. All
tasks were formulated and presented in Serbian, consistent with the language of instruc-
tion in the educational setting from which the benchmark was developed. Retaining the
original language preserves the authenticity of the educational context and avoids intro-
ducing variation caused by translation. At the same time, presenting the tasks exclusively
in Serbian may influence model performance and is therefore treated as a limitation in
Section 4.4. This approach aimed to cover a wide variety of fundamental concepts related
to the properties and analysis of bonds.

For a more detailed presentation, the dataset is categorized into the following groups
based on the complexity, difficulty, and variety of the problems:

— Practical bond valuation models: This group includes tasks of varying difficulty
focused on calculating core bond metrics such as bond price, current yield, yield to
maturity (YTM), and determining transaction dates based on the given face value,
payment frequency, and other parameters. These tasks test the correct application of
the valuation of financial models, computational precision, and the overall problem-
solving methodology. The problems range from direct formula application to complex
scenarios that require advanced mathematical analysis and the use of sophisticated
tools to solve implicitly defined functions.

— Real-life bond models: This category features tasks that simulate real financial sit-
uations using actual market data (e.g., T-Notes, fixed coupons). The tasks focus on
portfolio immunization; constructing portfolios to meet future liabilities while mini-
mizing interest rate risk and bond value sensitivity analysis. They cover topics such
as cash-flow immunization for pension funds, price sensitivity, loss estimation, and
transactions involving instruments like Treasury futures. Solving these tasks often re-
quires a range of methods, from linear algebra to various optimization techniques,
with difficulty determined by the scenario’s complexity.

— Theoretical bond models: This category comprises formal tasks requiring proofs of
general bond properties. Key topics include continuous compounding, the convexity
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of the price-yield function (including under constraints), the asymptotic behavior of
duration, and the structure of spot and forward rates. The primary motivation for in-
cluding such tasks is to assess the models’ capacity for deeper reasoning and abstrac-
tion. Solving these types of problem typically requires calculus (derivatives, limits),
algebraic transformations, and interpretation of the obtained results.

Figure[2|provides a clearer illustration of the task distribution within the dataset using
two pie charts. The left chart displays the distribution by difficulty, showing that medium-
complexity tasks are most prevalent (44%), followed by easy (34%) and hard (22%) tasks.
The right chart details the distribution by type: of the 50 tasks, 22 are practical, 21 are real-
life, and 7 are theoretical. Although the theoretical group is the smallest, it covers diverse
analytical requirements (see Fig.[2). This balance facilitates a multi-layered evaluation of
the models across both practical and conceptual challenges.

Task Distribution by Difficulty Level Task Distribution by Type

Hard
ar Theoretical

2210 14.0%

Real-life
42.0%
34.0% Easy

44.0% 44.0%

Medium Practical

Fig. 2. Task distribution within the dataset, categorized by difficulty level (left) and prob-
lem type (right)

3.2. Model Selection and Technical Characteristics

For the purposes of this study, four modern large language models were selected; Ope-
nAI’s 03, Anthropic’s Claude Opus 4, DeepSeek-R1, and Google DeepMind’s Gemini, as
they represent the most predominant and advanced approaches in generative Al today. The
selection was made to cover different development paradigms, from closed commercial
models to open-source solutions, and to include models with proven success on mathe-
matical tasks. This strategic choice enables a comprehensive evaluation of the ability of
generative systems to solve problems in financial mathematics by ensuring diversity in
model design and prior performance.

OpenAlT’s 03 is a representative of the latest generation of proprietary reasoning mod-
els. It belongs to OpenAl’s o-series, trained with large-scale reinforcement learning to
produce extended chains of thought before answering, and it achieves high reported accu-
racy across a broad range of mathematical benchmarks [[15]]. During its reasoning process,
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03 can invoke tools such as a Python execution environment, which allows it to verify in-
termediate computations in quantitative tasks [[15]], [54].

Claude Opus 4 is Anthropic’s flagship hybrid reasoning model, which offers both
near-instant responses and an extended thinking mode for longer multi-step reasoning
[L6]. According to the official model documentation, it is optimized for sustained perfor-
mance on long-running, multi-step tasks, a characteristic directly relevant for problems
requiring extended mathematical derivations [16].

Gemini 2.5 Pro is Google DeepMind’s multimodal reasoning model, which processes
text and visual inputs and generates explicit reasoning steps before producing an answer
[[L8]. Google reports strong results on mathematical benchmarks, including competition-
level mathematics such as AIME 2025 [55]]. At the same time, reported evaluations indi-
cate limitations on tasks requiring strictly formal, step-by-step derivations [56]]. Since all
tasks in our benchmark are text-based, only the model’s textual reasoning capabilities are
exercised in this study.

Among open models, DeepSeek-R1 represents a new generation of LLMs aimed
at improving mathematical reasoning through reinforcement learning. It is built on the
DeepSeek-V3 Mixture-of-Experts (MoE) architecture, with approximately 671B total pa-
rameters of which about 37B are activated per token, and was trained primarily using
large-scale reinforcement learning on chains of thought, without relying on extensive su-
pervised fine-tuning [[17]. According to its authors, its reasoning performance is compara-
ble to OpenAI’s ol on complex reasoning tasks. The model weights are openly released,
which facilitates reproducibility and domain-specific adaptation by the community [17].

The selected models thus differ in design characteristics that are directly relevant
for the experiment: 03 and DeepSeek-R1 rely on reinforcement-learning-trained long
chains of thought, with 03 additionally able to invoke tools during reasoning; Claude
Opus 4 combines fast responses with an extended thinking mode; Gemini 2.5 Pro adds
multimodal input processing, although only its textual capabilities are used here; and
DeepSeek-R1 is the only open-weight model in the set, enabling full reproducibility.

This strategic selection of models enables not only a quantitative comparison on
benchmark metrics but also a qualitative assessment of their problem-solving approaches
on a well-defined set of tasks in financial mathematics.

3.3. [Evaluation Metrics

Evaluating the performance of large language models in financial mathematics requires an
approach that goes beyond assessing the numerical accuracy of final solutions. It requires
a deeper analysis of the reasoning process, the appropriateness of the methods applied,
and the validity of the resulting interpretations. Given the complexity of bond-related
tasks, we developed a multi-layered framework to enable both quantitative and qualitative
comparisons across models.

To ensure grading precision, we introduced a percentage-based scoring system, as-
signing each LLM response a value from 0 to 100 points based on its correctness and
completeness. Each response was graded independently by three experienced evaluators,
all of whom are instructors of the Financial Mathematics course and authors of the tasks.
The final score of a response was defined as the arithmetic mean of the three individ-
ual grades. Inter-rater reliability was assessed using the intraclass correlation coefficient
(two way random effects model, absolute agreement). Across all 200 graded responses,
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the reliability of a single rater was ICC(A,1) = 0.97 (95% CI [0.96, 0.98]), while the
reliability of the mean of the three raters, which is the score used in all analyses, was
ICC(A,3) = 0.99, indicating excellent inter-rater agreement [57]. The three raters as-
signed identical scores for 118 of the 200 responses, with a mean within-response score
range of 5.3 points. The evaluation is not based solely on the final numerical result and the
conclusion; the model’s ability to correctly interpret the given information is also consid-
ered. We also assess the selection of an appropriate theoretical framework, the execution
of mathematical operations, and the provision of a meaningful interpretation of the re-
sults. Particular attention is paid to the chain of reasoning, as the tasks are often multi-step
and require a combination of mathematical and economic knowledge. The evaluators fol-
lowed a common scoring rubric, summarized in Table[I] The guiding principle is that the
deduction reflects both the nature of the error and its impact on the final result: numerical
inaccuracies within an otherwise valid procedure incur the mildest deductions, whereas
an inappropriate choice of method or a misunderstanding of the underlying financial con-
cepts leads to substantially lower scores. Consistent with this rubric, in our data the mean
score of responses containing numerical errors was 79.6 (median 90), compared to 51.7
for methodological and 53.3 for conceptual errors.

Table 1. Scoring rubric used by the evaluators

Score Description of the solution
100 Complete and correct procedure, accurate final result, and meaning-

ful interpretation.

85-95 Correct method and valid reasoning; minor numerical inaccuracies
(rounding, arithmetic slips) with limited impact on the result.

50-80 Generally correct approach, but with errors that materially affect the
final result or its interpretation.

20-45 Substantial methodological or conceptual flaws; only some steps or
partial insights are correct.

0-15 Fundamentally incorrect approach with negligible correct content.

For the quantitative evaluation, the model’s overall mean accuracy is defined as the
arithmetic mean of the individual accuracy scores:

N
1
AverageAccuracy = N Z Accuracy(P;) (1)
i=1

where N is the total number of tasks and Accuracy(P;) is the number of points the model
achieved on the task P;.

In addition to quantitative scoring, we classify the types of errors that models make
when solving bond-related tasks. By analyzing the solutions, we identify patterns that in-
dicate conceptual misunderstandings, incorrect formulation of mathematical expressions,
numerical inaccuracies in calculations, or inadequate interpretation of results. This ap-
proach enables not only quantitative measurement of success but also an understanding
of the nature of individual model weaknesses.

Errors are further categorized into three basic types:
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— methodological errors;
— conceptual errors;
— numerical errors.

Methodological errors refer to the wrong choice of the theoretical domain or the in-
adequate application of the mathematical framework. Conceptual errors are taken into
account when the model shows partial understanding of the problem but fails to connect
key financial concepts and relationships correctly. Numerical errors are technical inaccu-
racies in computations in which the reasoning is valid but the resulting numerical value is
incorrect.

For the analysis of the model behavior, we evaluate the performance across two key
dimensions: the type of problem (practical, real-life, or theoretical) and its difficulty (easy,
medium, or hard). This two-dimensional framework allows us to assess how each model
handles challenges ranging from straightforward computation to the high-level abstraction
required for theoretical analysis.

For each of the two dimensions, we compute the mean accuracy using the following:

N
1 X
CategoryAccuracy = N Z Accuracy(FP;) @
c ]:1

where N is the number of tasks in the observed category and Accuracy(P;) is the score
for the j-th task in that category.

The overall mean accuracy of each model was calculated for the full dataset and for
each category. This approach provides a reliable foundation for identifying the strengths
and limitations of different LLM systems in solving financial mathematics problems in
the bond domain.

In addition to solution accuracy, we measured the response generation time for each
task. This was recorded as the interval from the moment of task submission until the
model produced its complete and final solution. The time denoted T'(P;) for task P;, is
used to assess the average solving speed of different models.

The average solving time for each model is computed as:

N
. 1
AverageTime = N ;T(B) 3)

where N is the total number of tasks and T'(F;) is the time required to solve the i-th task.
This indicator adds an additional dimension to model evaluation, particularly relevant in
time-sensitive scenarios.

4. Results and Discussions

4.1. Evaluation of LLM-generated Solutions

The results presented in this section provide a multi-layered view of the ability of selected
large language models to solve problems in financial mathematics, with a focus on the
bond domain. Unlike previous studies that predominantly examined general mathematical
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problems, this study evaluates model performance in a precisely defined and applied area,
combining quantitative and qualitative evaluation.

We analyze three aspects: (i) overall solution accuracy, (ii) performance as a function
of task type and complexity, and (iii) time solving efficiency. In addition, a detailed error
type analysis provides more insight into weaknesses and potential risks when applying
the models in real-world scenarios.

The first part of our analysis considers the overall mean accuracy of each LLM across
the entire task set. Figure [3| summarizes these results, showing the arithmetic mean of
the scores for each of the four models, expressed as a percentage as defined in Equa-
tion (1). The 03 model achieved the highest accuracy, with an average of 80.9%, followed
by Gemini 78.9% and Claude Opus 4 74.9%, while the lowest result was recorded by
DeepSeek-R1, with an average accuracy of 70.6%. These results indicate that all models
can solve complex bond-related tasks with a high level of success while also revealing
clear differences in precision and reliability. Although the differences between models
may be considered moderate, it is noticeable that proprietary models slightly outperform
the open-source model DeepSeek-R1.

9
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Fig.3. Average accuracy scores of the evaluated LLM models on the complete set of
financial mathematics tasks

Figure[] presents a breakdown of each model’s mean accuracy by task difficulty (easy,
medium, and hard), with scores calculated according to Equation (2). This approach pro-
vides a deeper insight into how different LLMs respond to variations in the complexity of
problems in financial mathematics.

The results show that all models achieved exceptionally high scores on easy tasks,
with average accuracy above 90%, where 03 model achieved the highest accuracy of
95.3%, and DeepSeek-R1 of 92.6% which performs the worst. Although all models expe-
rience a slight performance decline on medium-difficulty tasks, the results are still robust.
03 maintains its lead with a score of 83.9%, while DeepSeek-R1 performs the weakest in
this category at 65.7%. Hard tasks present the greatest challenge, with all models showing
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a substantial drop in accuracy. Gemini achieved the highest accuracy in this category at
53.6%, followed by 03 at 52.7%, while Claude Opus 4 and DeepSeek-R1 showed lower
accuracies of 47.3% and 46.4%, respectively. This analysis clearly indicates a downward
trend in model performance as task complexity increases, confirming that higher levels of
abstract reasoning and complex mathematical analysis remain a significant challenge for
current Al models.
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Fig.4. Average accuracy of the models across different task difficulty levels (Easy,
Medium, Hard)

Breaking performance down by task category, Fig. [5] shows the average accuracy
achieved on theoretical, practical, and real-life problem tasks based on Equation (2).
This structured analysis enables a more precise view of each model’s capabilities with
respect to the nature of the tasks being solved. On theoretical tasks, which require deeper
mathematical understanding and formal inference, the average accuracies ranged between
71.4% and 76.4%, with DeepSeek-R1 achieving the best result. In this category, all mod-
els exhibited similar performance without major variation. The highest accuracy levels
were achieved on practical bond valuation tasks, which mainly involve applying financial
formulas and performing numerical calculations. The 03 model was the top performer at
90.0%, followed closely by Gemini at 88.9%, while the remaining models followed with
a more significant performance gap. Likewise, real-life tasks involving applied bond mod-
els, which require portfolio construction, sensitivity analysis, or solving complex financial
scenarios, also revealed larger performance disparities and an overall drop in accuracy.
The 03 model achieved the best result at 73.8%, while DeepSeek-R1 recorded the lowest
accuracy at 62.4%. These results indicate that the models perform best on tasks involv-
ing well-defined numerical calculations and familiar patterns. In contrast, they struggle
with more complex, real-life tasks that require multi-step reasoning and a combination of
different approaches. Overall, the analysis shows that model performance is not uniform
across categories, demonstrating that the type of problem is an important factor in each
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model’s success. Table 2] summarizes the corresponding means and standard deviations
for each problem category, quantitatively supporting the performance patterns illustrated
in Figure[3}
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Fig. 5. Average accuracy of the four LLM models across different task categories: Theo-
retical, Practical, and Real-life

Table 2. Performance of the four models by problem type

Task type Statistics 03 DeepSeek-R1 Claude Opus 4 Gemini

Theoretical M 73.6 76.4 72.9 71.4
SD 354 35.0 35.6 38.5
Practical M 900 76.6 84.8 88.9
SD 119 24.7 16.2 13.1
Real-life M 738 62.4 65.2 71.0
SD 28.0 32.7 29.8 30.6

In addition to accuracy, we analyzed the average time each model required to solve
a task using Equation (3)), with the results shown in Fig. [§] This analysis offers insight
into model efficiency in terms of response generation speed, a key factor in real-time ap-
plications. Claude Opus 4 recorded the shortest average time at 11.0s, indicating a high
processing speed. The 03 model averaged 44.1s, while Gemini was slightly slower with
an average time of 53.5s.
In contrast, DeepSeek-R1 required substantially more time, averaging 289.4s per task.
This slower performance is largely attributed to DeepSeek-R1’s design as a reasoning
model that produces detailed step-by-step solutions, generating many intermediate tokens
and computations that can slow down inference [58]]. Additionally, the public DeepSeek-
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R1 service often runs at capacity, which means user requests are queued until server re-
sources are freed during busy periods [59]. These factors together, explain why DeepSeek-
R1’s completion times were substantially higher compared to other LLMs.

Overall, the results show that large differences in execution time do not necessarily track
differences in accuracy, confirming that inference speed is not a reliable predictor of accu-
rate solutions in bond-focused financial mathematics. Table 3| provides the corresponding
95% confidence intervals for both the average completion times and the average scores,
further confirming the substantial performance gap between DeepSeek-R1 and the re-
maining models.
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Fig. 6. Average time required per task (in seconds) across the four evaluated LLM models

Table 3. 95% Confidence intervals for average times and average scores for all four mod-
els

03 DeepSeek-R1 Claude Opus 4  Gemini
Time [33.42; 54.78] [225.79; 353.05] [7.56; 14.44] [47.77;59.15]
Score [73.93; 87.87] [62.09; 79.11] [67.31; 82.49] [71.29; 86.51]

Figure [/| presents a detailed analysis of incorrect solutions, classifying the errors for
each model into three categories: methodological, conceptual, and numerical. This part
of the analysis focuses on tasks where the maximum score was not achieved, providing
deeper insight into the failure mechanisms of each LLM system. The total count of tasks
with errors varied by model, reflecting differences in their ability to consistently produce
accurate solutions. DeepSeek-R1 recorded the highest number of errors (36), while 03,
Claude Opus 4, and Gemini had 31, 34, and 32 errors, respectively.
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An analysis of error types shows that numerical errors were the most prevalent for all
models, indicating difficulties with precise calculation even when the logical approach
was correct. These errors are particularly significant in financial mathematics, where mi-
nor inaccuracies in number rounding, imprecise methods, or arithmetic flaws can lead to
substantial downstream consequences. Furthermore, many problems require correct inter-
pretation of numerical results, such as calculating the number of bonds, so even a small
error of 10~* can significantly affect the final conclusion. These inaccuracies sometimes
caused the models to misinterpret the results, highlighting their critical importance.
Methodological errors, which result from the selection of an inappropriate specialized do-
main of financial mathematics, were also notable across all models, with Claude Opus 4,
DeepSeek-R1, and Gemini recording the same number of such errors. Conceptual errors,
indicating a deeper misunderstanding of financial principles, were the least frequent over-
all. DeepSeek-R1 exhibited more of these errors than the other models, while Claude Opus
4 and Gemini had the fewest, with three each. This detailed error analysis not only pin-
points specific weaknesses, but also reveals characteristic failure patterns for each model,
a crucial step for improving their performance in specialized domains like financial math-
ematics.
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Fig. 7. Distribution of error types by model for incorrectly solved tasks

4.2, Statistical Significance of Results

First, we examine whether there are statistically significant differences in the average
time each of the four models required to solve the 50 tasks. Since the assumptions of
normality and homogeneity of distribution for the observed variables were not violated,
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we employed an analysis of variance (ANOVA) test [60]. An ANOVA confirmed that the
differences are statistically significant (F = 79.247,df = 3,p < 0.0005). The value
of Partial Eta Squared was 0.847, indicating an exceptionally large effect size, confirm-
ing the major differences in solution generation times. The descriptive statistics for task
completion times are presented in Table 4]

Table 4. Descriptive statistics for task completion times (in seconds) by Al model

Al tool 03 DeepSeek-R1  Claude Opus 4 Gemini

Mean 44.10 289.42 11.00 53.46
SD 37.58 223.88 3.07 20.02
Minimum 3 20 2 21
Maximum 202 943 80 131

The Bonferroni post-hoc comparisons [61]], detailed in Table[5] reveal that the time dif-
ferences were statistically significant in five out of the six pairs. The only non-significant
difference was between the 03 and Gemini models. Regarding model stability, Claude
Opus 4 not only had the lowest average time but also the smallest standard deviation,
while DeepSeek-R1’s was substantially larger than the others.

Table 5. p-values for the Bonferroni post-hoc test for the time Al tools needed for solving
bond tasks

Al tool 03 DeepSeek-R1  Claude Opus 4 Gemini

o3

DeepSeek-R1 < 0.0005

Claude Opus 4 < 0.0005 < 0.0005

Gemini 0.443 < 0.0005 < 0.0005

The primary results of the study concern the differences in the average scores achieved
by each model, with each problem scored on a scale from a minimum of 0 to a maximum
of 100 points. The descriptive statistics for these scores are presented in Table [6] An
ANOVA test confirmed that the differences in the mean scores observed in Table [6] are
statistically significant (F' = 4.379, df = 3, p = 0.008). The Partial Eta Squared value of
0.218, although considerably smaller than the result for response times, still indicates a
large effect size (according to Cohen), suggesting the choice of Al model has a substantial
impact on the average score.

Out of six total pairwise comparisons, statistically significant differences were found
in two pairs of Al models. Specifically, based on the p-values in Table [7| and the mean
scores in Table [} we conclude that 03 and Gemini performed significantly better than
DeepSeek-R1. The performance difference between 03 and Gemini was not significant.
Similarly, the results of Claude Opus 4 did not differ significantly from any of the other
three models. In this analysis, the standard deviations varied less than the solution times,
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Table 6. Descriptive statistics for the points Al models achieved for solving bond tasks

Al tool 03 DeepSeek-R1  Claude Opus 4 Gemini

Mean 80.90 70.60 74.90 78.90
SD 24.51 29.96 26.72 26.79
Minimum 15 10 10 10
Maximum 100 100 100 100

but it is notable that the model with the highest mean score, 03, also had the smallest
standard deviation.

Table 7. p-values for the Bonferroni post-hoc test for the points Al models achieved for
solving bond tasks

Al tool 03 DeepSeek-R1  Claude Opus 4 Gemini

o3

DeepSeek-R1  0.004

Claude Opus 4 0.206 0.565

Gemini 0.998 0.034 0.764

The difficulty of the task had a statistically significant impact on the performance of
all four models: 03 (F' = 17.217,p < 0.0005, df = (2,47),n? = 0.423), DeepSeek-R1
(F = 12.482,p < 0.0005, df = (2,47),n? = 0.347), Claude Opus 4 (F = 17.035,p <
0.0005, df = (2,47),n? = 0.420), and Gemini (F' = 11.314, p < 0.0005, df = (2,47),n? =
0.325). The effect size was very large for all four models, with the strongest effects ob-
served for 03 and Claude Opus 4.

For the 03 model, performance differed significantly between easy and hard tasks
(p < 0.0005) and between medium and hard tasks (p < 0.0005), however, the difference
between easy and medium tasks was not statistically significant (p = 0.069). In contrast,
the other three models showed significant performance differences across all pairs of dif-
ficulty levels: easy vs. medium (p = 0.001 for DeepSeek-R1, p = 0.004 for Claude Opus
4, p = 0.033 for Gemini), medium vs. hard (p = 0.004 for DeepSeek-R1, p = 0.001 for
Claude Opus 4, p = 0.04 for Gemini), and easy vs. hard (p < 0.0005 for all three). This
finding underscores the substantial impact of task complexity on model performance and
highlights the need for specialized training, particularly for more complex problems.

Finally, we analyzed performance differences between three task types: practical cal-
culations, theoretical tasks, and real-life applications. Our analysis involved two stages:
comparing the models against each other within each category and examining each model’s
individual performance within each of the three groups. Within the first group, practical
calculations that involve the application of bond-related formulas, statistically significant
differences were found between the four Al models (F' = 3.294,df = 3,p = 0.043, 7> =
0.34). In this category, 03 achieved the highest score (M = 90.00, SD = 11.85), while
DeepSeek-R1 recorded the lowest (M = 76.59, SD = 24.71).

For theoretical tasks, which require understanding relationships and interpreting spe-
cial cases with formal mathematical methods, the performance differences were not sta-
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tistically significant (F = 1.00,df = 3,p = 0.479,7%> = 0.43). This group notably
contains the fewest tasks (only 7). The mean score difference between the best per-
former, DeepSeek-R1 (M = 76.43,SD = 34.96), and the lowest performer, Gemini
(M =171.43,5D = 38.48), was exactly 5 points.

Similarly, a comparison of mean scores on real-life, context-rich problems revealed no
statistically significant differences (F' = 1.81,df = 3,p = 0.182, 1% = 0.23). DeepSeek-
R1 again had the lowest score in this group (M = 62.38,SD = 32.69), while 03 per-
formed the best (M = 73.81,SD = 28.01).

Thus, differences between the models reached statistical significance only in the prac-
tical calculations category; the absence of significant differences in the remaining two
categories may be attributable to the smaller number of tasks within each group. How-
ever, when the results were aggregated across all categories, the overall differences in
model performance were statistically significant.

The analysis of each tool’s performance across the task categories revealed that there
were no statistically significant internal differences for: 03 (F' = 3.366,df = 2,p =
0.065,n? = 0.33); DeepSeek-R1 (F' = 1.384,df = 2,p = 0.261,7? = 0.05); Claude
Opus 4 (F = 3.513,df = 2,p = 0.057,7?> = 0.33); and Gemini (F = 3.391,df =
2,p = 0.064,n% = 0.33). Although the eta squared values indicate relatively large effect
sizes for several tools (all except DeepSeek-R1), the observed differences did not reach
statistical significance, which may again be attributed to the small sample size.

4.3. Case Study: Limitations of LL.Ms on theoretical financial mathematics tasks

Despite generally strong overall results, there were specific problems on which most, or
even all, models performed poorly.

The following example illustrates this type of task:

The future value of the selling price of a bond at the maturity date of a liability that
occurs strictly before the bond’s own maturity is a convex function of the yield to maturity.

From a theoretical perspective, statements of this type are closely related to the anal-
ysis of interest-rate risk and the concept of portfolio immunization, so it is particularly
important that they are established by a rigorous mathematical proof rather than by intu-
ition alone.

The DeepSeek-R1 model identified the main idea behind the problem, but its analysis
was entirely restricted to the special case of a zero-coupon bond. Although it hinted at the
right proof strategy (expressing the bond price as a function of the yield and examining its
second derivative), it did not extend the reasoning to the general coupon case, nor did it
explicitly incorporate the future value of the selling price at the earlier liability date. The
resulting arguments were not carried through to completion: no clear expression for the
second derivative was given, nor was its non-negativity established in the general setting.
Consequently, DeepSeek-R1 did not produce a full, rigorous proof of the statement.

For Claude Opus 4 and Gemini, the initial line of reasoning was considerably closer
to what is mathematically required. Both systems correctly recognized that, in order to
prove convexity, one needs to: (i) explicitly write down the future value of the selling
price as a function of the yield to maturity, taking into account all coupon payments up
to the selling date, and (ii) compute the first and second derivatives of this function with
respect to the yield and analyze the sign of the second derivative. However, despite this
largely correct proof blueprint, the resulting mathematical expressions were incomplete
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or incomprehensible, several steps were skipped, and the final conclusion that the function
is indeed convex relied more on intuitive arguments (e.g., references to the typical shape
of price to yield curves) than on a fully workedout computation. Thus, in both cases, the
proof remained conceptually promising but formally insufficient.

The 03 model performed the worst on this test. Instead of starting from the standard
theory of bond pricing and its dependence on the yield, it attempted to construct coun-
terexamples and to disprove the statement. In doing so, it misinterpreted key aspects of
the problem and its parameters, in particular, the structure of cash flows and the timing of
the sale, so that the proposed counterexamples were based on inconsistent or incomplete
models. As a result, 03 produced the erroneous suggestion where the statement may fail in
general, even though, under the properly specified model, it is in fact true. This outcome
clearly illustrates the risk of relying uncritically on generative models in situations where
subtle mathematical structure is crucial.

In summary, in this particular problem none of the analyzed Al tools produced a fully
correct and rigorous mathematical proof of the convexity of the future value of the bond
selling price as a function of the yield to maturity in the general setting of a coupon bond
sold before maturity. DeepSeek-R1 provided a useful partial insight through the special
case of a zero-coupon bond, while Claude Opus 4 and Gemini outlined a reasonably sound
conceptual framework without fully carrying out all formal derivations. The 03 model, on
the other hand, explored a line of reasoning aimed at constructing counterexamples and
thus suggested that the statement might fail in general, which in this setting reflects a
misinterpretation of some of the problem assumptions. Overall, this case study indicates
that current generative Al systems can offer valuable support for brainstorming proof
strategies and recalling key ideas, but that, in specialized areas such as financial mathe-
matics, they should still be used with caution when fully rigorous and complete proofs are
required.

4.4. Discussion

The results of this study indicate that modern large language models can solve problems
in financial mathematics, particularly within the bond domain. However, this analysis
shows that these capabilities vary by task type, difficulty, and model, which is consistent
with previous findings that mathematical reasoning remains a challenge for generative Al
systems [[11], ['7]], [311].

The 03 model achieved the highest average accuracy, aligning with earlier work on
the dominance of GPT-4 architectures for moderately complex mathematics tasks [30].
Gemini demonstrated comparable performance, especially on practical and real-life tasks,
supporting the findings that multimodal approaches assist problem-oriented tasks [36]. In
contrast, DeepSeek-R1, despite its optimization for mathematics, showed lower accu-
racy, suggesting that proprietary models still outperform open-source systems on com-
plex quantitative problems [17]. However, in our experiments, DeepSeek-R1 achieved the
strongest performance on theoretical tasks. Our results also align with broader studies
in financial mathematics, such as [41]], which find that models perform well on standard
tasks, but struggle with those that are analytically more demanding.

Performance differences among models became more pronounced as the task dif-
ficulty increased. All models achieved high accuracy on simpler tasks, consistent with
results on datasets like GSM8K [7]. In contrast, performance declined on harder tasks,
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confirming that multi-step reasoning and abstract inference remain difficult [1]. This sug-
gests that current LLMs do not yet fully replicate the expert knowledge required for pre-
cise mathematical interpretation in financial contexts.

An analysis by task type revealed that all models performed best on practical tasks,
likely due to their strength in applying known formulas. Theoretical tasks, which re-
quire abstract modeling and general conclusions, proved to be more demanding, while
the weakest results of the tools were observed on real-life tasks.

The error analysis identified similar failure patterns across all models, with a preva-
lence of numerical errors and a notable number of methodological mistakes. This points
to the need to improve internal reasoning and verification. Conceptual errors, though less
common, show that a model’s understanding of a problem’s core principles can be limited
even with correct technical execution, a finding consistent with [31].

The timing analysis revealed statistically significant differences in efficiency. DeepSeek-
R1 had the longest solution time by a wide margin, whereas Claude Opus 4 was the fastest
and most stable. The only non-significant time difference was between 03 and Gemini.
These results indicate that the response speed is a separate evaluation aspect that is not
directly correlated with the accuracy.

This study has limitations, including a relatively small number of tasks per category,
which can affect statistical power. In particular, the distribution of tasks across categories
is uneven, with only 7 theoretical tasks compared to 22 practical and 21 real life tasks.
This imbalance is partly a consequence of a deliberate design decision: the theoretical
corpus related to bonds is inherently narrow, covering a limited number of fundamental
properties (e.g., convexity of the price—yield relation, asymptotic behavior of duration,
the structure of spot and forward rates, and continuous compounding). Adding further
theoretical tasks within this scope would largely result in restatements or minor variations
of the same underlying propositions, rather than genuinely new problems. Nevertheless,
the small sample size reduces the statistical power of the sub-category analyses, so the
results reported for the theoretical category should be interpreted as exploratory rather
than confirmatory. In a follow-up version of the benchmark, we plan to release a larger
and more balanced dataset in which the theoretical component is expanded by broadening
its scope (e.g., to other fixed-income instruments, term-structure theory, and immunization
theorems), thereby avoiding redundancy while enabling more robust parametric inference
at the category level.

Furthermore, all tasks were presented in Serbian, which may affect the performance of
models trained predominantly on English-language data. An earlier study compared gen-
erative Al tools on identical mathematical tasks presented in Serbian and English and re-
ported broadly comparable performance across the two languages in several cases; for ol-
preview, accuracy on text-based tasks was 86% in Serbian and 84% in English [13]]. This
relatively small difference suggests that the language effect may be limited for advanced
reasoning capable models. However, the earlier study concerned competition mathemat-
ics and evaluated a different set of tools, while the present study did not include a matched
English language control. Consequently, the effect of language cannot be isolated from
other sources of error, nor can the proportion of errors attributable to the Serbian language
be quantified. A controlled bilingual evaluation of the present benchmark is therefore an
important direction for future work.
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Two further limitations concern the scope of the evaluation. First, the study covers
four flagship models, three of which are proprietary. Recent work evaluated QLoRA fine-
tuning of Mistral-7B-Instruct-v0.3 on Serbian high-school mathematics competition tasks
[62]. Although the fine-tuned model did not outperform the base model and the study con-
cerned competition mathematics rather than financial mathematics, it represents an initial
step toward determining how smaller open-weight models can be adapted for special-
ized mathematical reasoning in Serbian. This research direction is ongoing and will be
extended to the direct evaluation of smaller open-weight models and their distilled vari-
ants on the bond-focused benchmark introduced here. Second, while the risk that models
merely reproduce memorized solutions is mitigated by the design of the benchmark, since
the tasks were newly constructed for this study, were not publicly available prior to it, and
are formulated in Serbian, our evaluation does not formally separate genuine reasoning
from retrieval of memorized patterns, perturbation-based analyses that could make this
distinction explicit are left for future work.

The results should also be interpreted in light of the inherent mismatch between the
probabilistic nature of LLM architectures and the deterministic requirements of rigorous
financial mathematics. Since these models generate statistically plausible token sequences
rather than formally verified derivations, occasional errors are not incidental defects but
a structural property of the approach. This is most visible in our case study, where a
model confidently pursued counterexamples to a statement that is in fact true. Rather than
diminishing the contribution of this research, this mismatch defines it: precisely because
no formal guarantees exist, empirically mapping the reliability frontier of these systems
in a well-defined domain is a necessary step. Our results delineate this frontier concretely.
On formula driven practical computations, current models achieve accuracy high enough
to serve as effective assistants, provided their outputs are verified; on complex real-life
scenarios and formal proofs, they should be treated as sources of ideas and draft strategies
rather than as authorities. The error taxonomy further specifies what kind of failures a
user should anticipate in each setting, from benign numerical slips to methodological
misdirection. In educational and professional practice, this positions LLMs as tools whose
value depends on the user’s ability to critically evaluate their output, and our benchmark
provides an empirical basis for calibrating exactly that critical stance.

In conclusion, while general-purpose LLMs can solve many financial mathematics
tasks, their weaknesses on complex tasks highlight the need for further development and
potentially for specialized models. This aligns with the trend towards finance-focused sys-
tems like BloombergGPT [46], which suggests that steering Al toward narrower domains
is a necessary step for future progress.

5. Conclusion

This paper presents a systematic evaluation of the capabilities of modern large language
models in solving financial mathematics problems, with a specific focus on the bond do-
main. To this end, we developed a dedicated set of 50 tasks spanning practical, theoret-
ical, and real-world applications to test four models: 03, Claude Opus 4, DeepSeek-R1,
and Gemini. The models were assessed using a multi-layered framework that combines
solution accuracy, error analysis, and response time, allowing us to study both the quality
and efficiency of model behaviour.
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The first aspect of our evaluation focused on accuracy and error types. Confirming
our statistical analysis, the 03 model achieved the highest mean accuracy (80.9%), while
DeepSeek-R1 had the lowest (70.6%). The error analysis revealed that numerical errors
were the most common across all models, while theoretical tasks tended to expose more
conceptual weaknesses.

The second aspect of our analysis addressed comparative performance by type and
difficulty of the task. As verified, all models performed well on easy tasks (over 90% ac-
curacy), but their performance dropped below 55% on hard tasks. Practical tasks resulted
in the highest scores, while theoretical and real-life problems proved more challenging.
Our statistical analysis (ANOVA) confirmed significant differences among the models in
both accuracy and time required to generate the solution. As shown in the results, Claude
Opus 4 was the fastest model (11.0 seconds), while DeepSeek-R1 was the slowest (289.4
seconds).

Beyond these empirical findings, an important contribution of this work lies in the
evaluation and benchmarking perspective. We introduced a bond-focused benchmark spec-
ification that includes a carefully curated task set, explicit categorization by type (prac-
tical, real-life, theoretical) and difficulty (easy, medium, hard), and a detailed scoring
section with an explicit taxonomy of methodological, numerical, and conceptual errors.
Together with the measurement of solution times and the use of ANOVA and Bonferroni
post-hoc tests, this yields a standardized, model-agnostic evaluation pipeline that can be
reused for subsequent generations of LLMs in quantitative finance and related domains.

The findings indicate that while current general-purpose LLMs can solve many fi-
nancial mathematics tasks, more complex analytical and theoretical tasks involve further
improvement or the use of specialized models. Our constructed dataset and evaluation
methodology, including detailed statistical analysis, provide a valuable contribution to fu-
ture research on the development and application of LLMs in both educational, finan-
cial practice, and professional use. To support reproducibility and future benchmark-
ing, the complete benchmark, including all 50 tasks in their original form, the stan-
dardized prompt, the full responses generated by each of the four models, and the de-
tailed per-task scores, error classifications, and solution times, is publicly available at
https://github.com/marinasvicevic/bond-1llm-benchmark.
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