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Abstract. Identifying students at psychological risk is a growing public-health
concern in higher education. Conventional self-report questionnaires are subject
to response bias and provide only static snapshots of mental health status. Graph
Convolutional Networks (GCNs) offer a principled way to model feature-based
relational similarities between individuals, going beyond independent-sample as-
sumptions made by classical classifiers. In this paper we present AtRisk-GCN, a
GCN-based framework for cross-sectional classification of questionnaire-derived
and text-derived mental-health risk indicators in student populations. Two datasets
are studied: (i) a survey-derived dataset of 1 000 records, comprising real medical
students from a single institution (Faculty of Biology and Medicine, University of
Lausanne, and Lausanne University Hospital, CHUV, Switzerland), drawn from
the publicly available data release accompanying Carrard et al. [5]) (Data 1, con-
tinuous psychological scale scores as node features) and (ii) a publicly available
mental-health text corpus of 27 977 samples (Data 2, TF-IDF representations as
node features, no synthetic augmentation). In both cases, edges are constructed from
cosine-similarity between node feature vectors using a k-nearest-neighbour (k-NN)
scheme; no observed social-network data are available or assumed. On Data 1,
AtRisk-GCN achieves an accuracy of 0.861 and an F1-score of 0.857, outperforming
LSTM, CNN, and Transformer baselines. On Data 2 the model attains 0.84 accuracy
and an F1-score of 0.84, surpassing, under matched input representation, TF-IDF-
based Logistic Regression and Linear SVM baselines, and clearly outperforming the
graph-free MLP trained on identical features.
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1. Introduction

In recent years, mental health disorders among students have emerged as a global public-
health concern. Studies indicate that approximately one-third of university students ex-
perience mental health problems, with depression and anxiety being the most frequently
reported [32,4]. These conditions affect student well-being and have profound implications
for academic performance, leading to decreased productivity and increased dropout rates.
Timely identification of elevated mental-health risk is therefore important for guiding
support and intervention strategies; however, this remains challenging because of the subtle
and heterogeneous nature of these conditions.

Traditional mental-health assessment within educational institutions relies primarily
on self-report questionnaires and clinical interviews. Although these methods have an
established track record, they are subject to response bias, subjectivity, and resource
intensiveness. In addition, they may not capture the complex interplay of factors that affect
mental health, such as academic stress, social interaction, and individual behaviour [32,4].

These limitations have motivated the use of machine learning (ML) techniques, which
can analyse multi-dimensional data in an objective and scalable manner. Classical ML
models—Random Forests, Support Vector Machines (SVMs), and logistic regression—
have been applied to mental-health screening with varying degrees of success [30]. How-
ever, these models often require extensive feature engineering and may not fully capture
nonlinear and high-dimensional relationships inherent in mental-health data.

Deep learning architectures (CNNs, RNNs, Transformers) have since been applied
to mental-health-related classification tasks, demonstrating improved pattern recognition
from text, speech, physiological, and neuroimaging signals [38,39,37]. Nevertheless, these
models treat each sample independently and therefore do not exploit potential relational
structure between individuals.

Graph Convolutional Networks (GCNs) offer a complementary perspective: they prop-
agate information along edges of a graph, allowing the model to integrate both individual
node features and pairwise relational information [16,8]. In settings where genuine social-
network data are unavailable—as is the case for most student survey datasets—edges can
be derived from feature-based similarity between individuals (e.g. cosine similarity of ques-
tionnaire scores or text representations), thereby constructing a feature-similarity graph.
This is a supervised graph learning approach rather than a social-network analysis. Despite
the growing interest in GCNs, their application to student mental-health classification
remains underexplored.

We note explicitly that neither dataset used in this study was collected or designed by the
authors. Both are pre-existing, publicly accessible secondary resources. The compounding
leakage risks it introduces when combined with the pre-existing label-construction design
of Data 1, is disclosed and discussed in full in Section 2.3 and Section 5.
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1.1. Research Objectives

1. Develop a GCN-based model (AtRisk-GCN) that constructs feature-similarity graphs
from student survey and text data and performs node-level risk classification.

2. Evaluate AtRisk-GCN against traditional ML (Logistic Regression, Random Forest)
and deep learning (CNN, LSTM, Transformer) baselines under a consistent evaluation
protocol, distinguishing fair, matched-representation comparisons from secondary
ones.

3. Fully and transparently disclose the methodological limitations affecting each dataset—
in particular, for Data 1.

1.2. Contributions

1. We propose AtRisk-GCN, a GCN framework that constructs k-nearest-neighbour
feature-similarity graphs from tabular and text-based student data and performs node-
level classification of questionnaire-derived risk labels.

2. We conduct controlled experiments on two publicly accessible datasets using a unified
evaluation protocol, reporting AtRisk-GCN’s performance relative to classical ML
and deep learning baselines under matched-input-representation comparisons where
applicable.

2. Literature Review of Mental Health Detection

The increasing prevalence of mental-health concerns among students has stimulated ex-
tensive inquiry into the complex interplay between psychological, social, and academic
determinants. Various ML and deep learning techniques have been developed to detect
mental-health conditions; however, validation remains limited due to scarce data and
inconsistent evaluation methods.

2.1. Student Mental Illness

Prevalent Disorders and Contributing Factors. University students often experience
a variety of mental disorders, including schizophrenia, depression, bipolar disorder, and
anxiety disorders. These conditions can substantially affect both academic performance
and social functioning; they are frequently linked to academic stress, social isolation, and
transitional challenges during higher education [20]. Table 1 summarises the most common
mental-health disorders observed among students, their primary characteristics, and key
contributing factors.

Institutional Responsibility and Intervention. Despite increasing awareness, many
universities continue to provide insufficient mental-health support, with limited resources
and preventive programmes [9]. The transition to higher education heightens vulnerability
to psychological distress, while stigma remains a major barrier to help-seeking. The litera-
ture emphasises the need for comprehensive institutional strategies, including expanding
accessible mental-health services, conducting anti-stigma campaigns, and implementing
evidence-based interventions [9,20].
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Table 1. Summary of Common Mental Disorders Among Students

Disorder Main Characteristics Contributing Factors Ref.
Schizophrenia Hallucinations, delusions, social

withdrawal; anxiety in up to 65%
of cases

Stress, isolation, academic
pressure

[3]

Depression Persistent sadness, loss of
interest, irritability, suicidal
ideation

Academic overload, social
isolation

[20]

Bipolar Disorder Alternating manic and
depressive episodes

Irregular lifestyle, stress, lack of
support

[20]

Anxiety Disorders Excessive worry, fear, panic
attacks

Academic stress, uncertainty
about future

[22]

2.2. Mental Health Detection Techniques

Traditional ML models (Random Forest, SVM, CATBoost, and hybrids) have been applied
to depression, anxiety, schizophrenia, ADHD, and stress using questionnaires, social-
media content, biosignals (EEG, fMRI), and academic records [25,7,21,30,11,6,4,33,10].
Deep learning models (CNNs, RNNs, autoencoders) outperform classical ML on complex,
high-dimensional data [17,12]. Graph Neural Networks (GNNs) and GCNs represent a
further step: GCNs achieved 85.8% accuracy for schizophrenia detection compared to
80.9% with SVM, while GNNs achieved 77.78% for major depressive disorder predic-
tion [19,16,35,8,1]. An overview of these approaches is provided in Table 2.

Table 2. Classification of Studies on ML and Deep Learning Techniques in Mental Health
Detection.

Category Target Techniques Data Findings Ref.
Traditional General Interviews, questionnaires Surveys Subjective, limited —
ML General RF, AdaBoost, LR, KNN, DT Questionnaires,

OSN
High accuracy [26,18,29]

ML Depression RF, NB, SVM, NN Public datasets RF: 86.8% [25,7,21]
ML Stress SVM, wearables EEG,

physiological
99.27–99.98% [30]

ML Anxiety CATBoost, RF, LR Clinical CATBoost: 89.3% [11]
ML ADHD SVM, Hybrid, CNN fMRI, EEG CNN: 97.78% [6,4]
ML Schizophrenia XGBoost, DNN EEG, imaging AUC: 0.94 [33,10]
DL Multiple CNN, RNN, AE Social media,

imaging
High accuracy [17,12]

GNN Multiple GCN, EV-GCN, GCRN Neuroimaging,
fMRI

GCN: 85.8% [19,16,35,8,1]

Challenges General Interpretability Multimodal Data dependency [15,1]

2.3. Mental Health Datasets

Several datasets have been developed to study mental health using surveys, behavioural
data, physiological signals, and text, including DASS-21 [24], DAIC-WOZ [13], eRisk [23],
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and StudentLife [36]. For this study, we use two datasets: (i) a medical student mental-
health survey dataset and (ii) the publicly available Mental Health Corpus [27]. Neither
dataset was collected by the authors; Data 1 additionally includes a synthetic augmentation
component produced by the authors, described in full below.

Dataset 1: Medical Student Mental Health Survey. Dataset 1 originates from the
publicly available data release accompanying Carrard et al. [5], a cross-sectional study
of medical students’ empathy, mental health, and burnout conducted at the Faculty of
Biology and Medicine, University of Lausanne, and Lausanne University Hospital (CHUV),
Switzerland, supported by the Swiss National Science Foundation (grant 10001C_197442).

The data were obtained via an anonymous online survey and cover demographic and
academic variables (gender identity, curriculum year, mother tongue, partnership status,
paid employment status, self-rated health satisfaction, weekly study hours) and validated
psychological scales: the Center for Epidemiologic Studies Depression Scale (CES-D), the
Spielberger Trait Anxiety Inventory (STAI-T), and the Maslach Burnout Inventory (MBI;
Emotional Exhaustion, Cynicism, and Academic Efficacy subscales), as well as a binary
indicator of psychiatric/psychotherapy consultation in the previous 12 months. The original
release additionally includes empathy-related measures (JSPE, QCAE, AMSP, GERT),
which are not used in the present study.

Table 3. Summary of Dataset 1 Characteristics.

Category Details
Real records 886 (Carrard et al. [5])
Synthetic records (SMOTE) 114 (11.4%)
Total sample size 1 000
Institution (real records) Faculty of Biology and Medicine, Uni-

versity of Lausanne & Lausanne Uni-
versity Hospital (CHUV), Switzerland
(single site)

Collection method Anonymous online survey (real records)
Demographic features Gender identity, mother tongue, part-

nership status, employment status, self-
rated health satisfaction

Psychological scales CES-D, STAI-T, MBI (Exhaustion, Cyn-
icism, Academic Efficacy), psychiatric
consultation (past 12 months)

Academic features Weekly study hours, curriculum year
Class distribution At Risk: 612 (61.2%); Not at Risk: 388

(38.8%)

The real-record component is self-reported, cross-sectional, single-institution (Switzerland),
and thus subject to reporting bias and limited generalisability. The synthetic component is
discussed below as a distinct, additional limitation.
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Feature preprocessing. Categorical variables (gender identity, curriculum year, employ-
ment status, mother tongue) were encoded with a label encoder. Continuous features
(age, study hours, CES-D total score, STAI-T total score, MBI subscale scores) were
standardised using z-score normalisation.

Label construction and compounding leakage risk. A binary “At Risk” label was con-
structed from established clinical thresholds: CES-D ≥ 16, or STAI-T ≥ 40, or MBI-
Exhaustion ≥ 27, or psychiatric consultation = 1.

We identify and disclose three distinct, compounding leakage channels affecting
Data 1.

Channel 1 – Feature-level label leakage. The total CES-D, STAI-T, and MBI-Exhaustion
scores used to construct the label are also included as node features in the GCN.

Channel 2 – Graph-level (structural) label leakage. These same label-defining scores
also contribute to the cosine-similarity computation used to build the k-NN graph (Sec-
tion 3.1), so that nodes with similar label-defining scores are more likely to be connected
and to share the same label.

Channel 3 – SMOTE augmentation leakage (pre-split, pre-graph). The 114 synthetic
records were generated by interpolating between real, same-class nearest neighbours before
the train/test split and before k-NN graph construction, and using all variables (including
the Channel-1/2 label-defining scores). As a direct consequence: (i) a synthetic record
assigned to the test set is, by construction, a near-interpolation of one or more real records
that may be assigned to the training set (or vice versa), creating a direct and severe train/test
leakage pathway independent of Channels 1–2; (ii) the k-NN graph may connect synthetic
nodes to their real “parent” nodes with near-maximal cosine similarity, regardless of which
split each node is later assigned to, further reinforcing label propagation specifically for
these nodes; and (iii) standard (continuous-variable) SMOTE interpolation is not designed
for the categorical/ordinal variables present in Data 1 (e.g. gender identity, curriculum
year), so synthetic values for these variables may not correspond to valid categories, raising
an additional data-quality concern distinct from leakage per se.

These three channels compound one another: Channel 3 means that even if Channels 1–
2 were resolved (e.g. by removing CES-D/STAI-T/MBI from the features and the graph-
construction inputs), residual train/test leakage via synthetic near-duplicates would likely
remain unless SMOTE is also moved to after the split and after graph construction, and
restricted to the training partition only.

Important caveat: the total CES-D, STAI-T, and MBI-Exhaustion scores are also
included as node features in the GCN. Consequently, the model has access to the primary
variables from which the label is derived. This creates a target-leakage risk: a sufficiently
flexible classifier could approximate the label-construction rule without learning clinically
meaningful patterns. We address this concern in two ways. First, we report individual
feature-to-label correlations (ranging from −0.21 to 0.32), which show that no single
feature deterministically encodes the label, consistent with the OR-based composite rule
used; however, given Channel 3, these correlations do not rule out near-duplicate-level
leakage between specific train/test record pairs, which a global correlation statistic cannot
detect.

Dataset 2: Mental Health Corpus (Namdari 2023) – A Technical Benchmark Only.
We stress upfront that Dataset 2 serves exclusively as a secondary, methodological
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benchmark used to assess whether the AtRisk-GCN mechanism transfers to a different
data modality (text) and larger sample size. It does not serve as validation of AtRisk-GCN
for the university-student mental-health classification task that motivates this study, and it
involves no synthetic augmentation.

Dataset 2 is the publicly available Mental Health Corpus [27] (Kaggle). It comprises
27 977 short text samples, each associated with a binary label that indicates whether
the text contains language related to mental distress (originally annotated as “toxic” vs.
“non-toxic” in the context of online mental-health communities). For consistency with the
classification objective we denote these labels as “At Risk” and “Not at Risk”; however,
we stress that this relabelling is a modelling convenience and does not constitute a
clinically validated mental-health diagnosis. The dataset was not collected exclusively
from university students and does not provide verified demographic information; the
source population is an unspecified online community, which does not correspond to
the university-student population targeted by this study’s research questions. Results on
Dataset 2 therefore reflect the model’s ability to classify distress-related language rather
than to screen individuals for clinical mental-health disorders.

Highly correlated terms with the positive label include words such as “suicidal”, “kill”,
“die”, and “depression”. This indicates that part of the classification signal may originate
from explicit distress keywords (shortcut learning); this concern is directly compounded
by the graph-construction procedure itself: because k-NN edges are derived from TF-IDF
cosine similarity, texts sharing these same distress keywords are also more likely to become
directly connected nodes, so the graph topology may largely encode lexical co-occurrence
rather than latent psychological-distress structure. We discuss this as a limitation and
recommend future work that investigates the model’s behaviour on texts without overt
distress lexicon.

Each text sample was preprocessed as follows: lowercasing, removal of non-alphabetical
characters, and whitespace normalisation. TF-IDF vectorisation was then applied with a
vocabulary restricted to the 300 most informative terms, yielding a feature matrix of size
(27,977× 300). TF-IDF was fitted exclusively on the training split to prevent information
leakage into validation and test sets. The class distribution is approximately balanced:
13 836 “At Risk” samples (49.5%) and 14 141 “Not at Risk” samples (50.5%).

2.4. Limitations and Research Gaps

Although ML holds promise for mental-health screening, several limitations must be
acknowledged [28]:

– Label validity: questionnaire-derived and proxy labels are not equivalent to indepen-
dent clinical diagnoses.

– Compounding target leakage (Data 1): using the same psychometric scores as both
features and graph-construction inputs, as well as label components, and as inputs
to a pre-split, pre-graph synthetic augmentation procedure, can inflate performance
estimates.

– Generalisation: the real-record component of Data 1 originates from a single Swiss
institution; models trained on a single text corpus may not transfer to other contexts.

– Interpretability: GCN predictions are difficult to explain to clinicians and students.
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– Cross-sectional design: snapshot data cannot establish causal or temporal relation-
ships.

Addressing these gaps requires prospective cohort studies, independent outcome measure-
ments, and rigorous graph-construction protocols .

3. Methods

3.1. Graph Construction

Neither dataset contains observed social-network data. Graphs are therefore constructed
from pairwise feature similarity between samples, following the standard k-NN graph
approach used in semi-supervised GCN literature [16].

Similarity metric.
s(i, j) =

xi · xj

∥xi∥ ∥xj∥
. (1)

Edge construction. An undirected edge (i, j) is added if node j belongs to the k nearest
neighbours of node i in cosine-similarity space (or vice versa), using k = 10 for Data 1
and k = 15 for Data 2. These values were selected by grid search on the validation set
over the range k ∈ {5, 10, 15, 20, 25}. Edges are unweighted.

Transductive split. The graph is constructed on all nodes before splitting, which gives a
transductive setting: the GCN can propagate information through edges connecting training
and test nodes during inference. Importantly, because the k-NN edges are computed from
pairwise feature similarities on the full node set, the test-node feature vectors also influence
the neighborhood structure seen during training. While test labels remain unseen, this can
yield performance estimates that are optimistic relative to an inductive deployment scenario
in which new students/texts arrive only after training. We adopt this setting because it
follows the standard evaluation protocol of the original GCN formulation [16].

Compounding with SMOTE augmentation (Data 1 only). For Data 1, the 114 SMOTE-
generated synthetic nodes are also present in the graph at construction time, prior to the
train/test split (Section 2.3, Channel 3). This means the transductive leakage described
above is further compounded: synthetic nodes assigned to the test split may be directly
connected, with very high cosine similarity, to their real “parent” nodes in the training split.
This is a distinct and more severe leakage pathway than the standard transductive setting
alone, and is not present in Data 2, which involves no synthetic augmentation.

To prevent feature-level leakage, TF-IDF (Data 2) and z-score normalisers (Data 1)
are fitted solely on training-node features. As future work, an inductive variant should
be evaluated (e.g., build the graph using training nodes only, then connect validation/test
nodes to the training graph using k-NN computed against training features only, or use an
inductive GNN such as GraphSAGE).

Graph statistics. Table 4 reports key structural properties of the two resulting graphs. For
Data 1, these statistics are computed on the full N = 1,000.
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Table 4. Graph Statistics for Data 1 and Data 2.

Property Data 1 Data 2

Nodes 1 000 27 977
Edges 4 872 198 430
Edge density 0.0098 0.0005
Average degree 9.74 14.19
Connected components 1 1

3.2. Model Architecture: AtRisk-GCN

AtRisk-GCN performs node-level binary classification: each node (student record or text
sample) receives an individual prediction. This is consistent with the task definition and
the reported per-sample confusion matrices.

GCN layer. Node representations are updated according to the spectral graph convolution
rule of Kipf & Welling [16]:

H(l+1) = σ
(︂
D̃− 1

2 Ã D̃− 1
2H(l)W (l)

)︂
, (2)

where Ã = A+ I is the adjacency matrix with added self-loops, D̃ is its degree matrix,
W (l) is a trainable weight matrix, and σ is ReLU.

Output layer. After L graph-convolutional layers, each node embedding h
(L)
i is passed

directly to a linear output layer followed by a sigmoid activation for binary classification:

ŷi = σsig

(︂
Wo h

(L)
i + bo

)︂
. (3)

No graph-level readout is applied; the task requires one prediction per node.

Architecture summary.

– Data 1: 2 GCN layers (hidden dim. 64), ReLU, dropout p = 0.5; Adam optimiser,
lr = 0.005, weight decay 5× 10−4; early stopping with patience 15; 200 maximum
epochs.

– Data 2: 2 GCN layers (hidden dim. 64), ReLU, dropout p = 0.5; Adam optimiser,
lr = 0.01, weight decay 5× 10−4; 50 epochs.

Training uses binary cross-entropy loss.

3.3. Evaluation Protocol

To ensure a fair and reproducible comparison, all models are evaluated under the same
protocol:



10 Mechti et al.

– Data 1: stratified 80/20 train–test split (random seed 42) on the N = 1,000 sample
; 10% of the training set is held out as a validation set (i.e. 72/8/20 overall). Five
independent runs with different random seeds are performed; mean and standard
deviation are reported.

– Data 2: stratified 72/8/20 train–validation–test split (random seed 42). Five indepen-
dent runs are performed.

Performance metrics: accuracy, macro-precision, macro-recall, and macro-F1. For the
GCN, the best checkpoint (highest validation accuracy) is selected, and final metrics are
reported on the held-out test set.

3.4. Baseline Models

Data 1 baselines. Logistic Regression and Random Forest (Scikit-learn, default hyper-
parameters with class-weight balancing); DNN (3 fully connected layers, hidden dims
128-64-32, ReLU, dropout 0.3, Adam, lr 0.001); CNN (1D convolution, 3 layers, 64 filters,
kernel size 3, global average pooling); LSTM (2 layers, hidden dim 64, dropout 0.3);
Transformer encoder (2 heads, 2 layers, hidden dim 64). All deep learning models use the
same train/validation/test split and are trained with early stopping (patience 10).

Role of baselines for Data 1. Logistic Regression and Random Forest constitute the prin-
cipal tabular-data baselines for Data 1, and the DNN constitutes the principal graph-free
comparison, since it is trained on exactly the same node features as AtRisk-GCN. CNN,
LSTM, and Transformer architectures, while included for completeness and for comparabil-
ity with the Data 2 experimental design, are not natively suited to low-dimensional tabular
input and should be interpreted as secondary points of comparison. All Data 1 baselines,
including AtRisk-GCN, are trained and evaluated under the same compounding leak-
age conditions described in Section 2.3; the relative ranking among them may therefore
be more informative than their absolute performance values. Gradient-boosted tree models
(e.g. XGBoost, LightGBM), which are standard strong baselines for clinical tabular data,
were not included in this study and are recommended as a priority addition in future work.

Data 2 baselines. MLP (3 layers, hidden dims 256-128-64, ReLU, dropout 0.3, Adam);
CNN and LSTM as above. Preliminary experiments showed that standard sequence-
based CNN and LSTM architectures are ill-suited to TF-IDF bag-of-words features for
discussion). Additional text-classification baselines (TF-IDF + Logistic Regression, TF-
IDF + Linear SVM) are reported for reference.

4. Results

4.1. Results on Data 1: Medical Student Mental Health Survey

All models are trained and evaluated on the same 80/20 stratified split of the, augmented
before splitting; see Section 2.3), yielding a test set of 200 observations (123 “At Risk”;
77 “Not at Risk”). Results are averaged over five independent runs; standard deviations are
reported in parentheses.
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We reiterate that these results are reported under the compounding feature-level,
graph-level, and augmentation-level leakage conditions disclosed in Section 2.3, and
should be interpreted as an upper-bound estimate, not as unbiased generalisation
performance.

Baseline and AtRisk-GCN Results. Table 5 presents the performance of all baseline
models and AtRisk-GCN on Data 1.

Table 5. Results on Data 1 (Medical Student Mental Health Survey,), averaged over five
runs (std in parentheses). Task: binary classification (At Risk / Not at Risk). Test set:
n = 200. Results are affected by compounding leakage (Section 2.3) and should be read
as upper-bound estimates.

Model Acc. Prec. Rec. F1
Logistic Regression 0.750 (0.012) 0.760 (0.014) 0.740 (0.013) 0.750 (0.013)
Random Forest 0.780 (0.011) 0.790 (0.012) 0.770 (0.013) 0.780 (0.012)
CNN 0.760 (0.014) 0.758 (0.015) 0.755 (0.016) 0.756 (0.015)
LSTM 0.780 (0.013) 0.782 (0.014) 0.778 (0.014) 0.780 (0.014)
DNN 0.810 (0.010) 0.820 (0.011) 0.800 (0.012) 0.810 (0.011)
Transformer 0.830 (0.009) 0.832 (0.010) 0.828 (0.011) 0.830 (0.010)
AtRisk-GCN 0.861 (0.008) 0.854 (0.009) 0.860 (0.009) 0.857 (0.009)

AtRisk-GCN achieves an accuracy of 0.861 (σ = 0.008), an improvement of 3.1
percentage points over the best baseline (Transformer, 0.830). The relative gain is:

Relative Gain =
0.861− 0.830

0.830
× 100 ≈ 3.7%. (4)

As noted above, Transformer is a secondary comparison for this tabular dataset; the
principal matched-feature comparison is against the graph-free DNN (0.810). Given the
compounding leakage affecting all models in this table equally (Section 2.3), this relative
ranking is more interpretable than the absolute accuracy values, which are very likely
inflated relative to what would be observed on the 886 real records alone, evaluated without
synthetic augmentation.

Training dynamics are shown in Figure 1: the training loss decreases steadily from
1.30 to 0.41, and the validation accuracy reaches 0.871 before early stopping is triggered.

Figure 2 shows the validation accuracy across epochs (left) and the confusion matrix
on the 200-sample test set (right).

4.2. Results on Data 2: Mental Health Corpus

The test set contains 5 596 observations (2 828 “Not at Risk”; 2 768 “At Risk”), corre-
sponding to the 20% stratified split of the 27 977-sample corpus (no synthetic augmentation
used). Table 6 reports the performance of all models.
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Fig. 1. Data 1 : AtRisk-GCN training and validation binary cross-entropy loss (y-axis)
across epochs (x-axis). Although the maximum was 200 epochs, training stops earlier due
to early stopping (curves shown up to the final executed epoch).

Primary vs. secondary baselines. We distinguish two roles among the Data 2 baselines.
The primary, fair comparison for AtRisk-GCN is against TF-IDF + Logistic Regression
and TF-IDF + Linear SVM, since these models operate on exactly the same input rep-
resentation (300-dimensional TF-IDF vectors) as AtRisk-GCN’s node features. Under
this fair comparison, AtRisk-GCN (0.840 F1) outperforms TF-IDF + Logistic Regression
(0.82 F1) and TF-IDF + Linear SVM (0.81 F1) by a modest but consistent margin. The
MLP constitutes the principal graph-free comparison, since it is trained on exactly the
same TF-IDF features as AtRisk-GCN. CNN and LSTM are reported for architectural
completeness and consistency with the Data 1 experimental design, but are not well-suited
to bag-of-words input and should not be treated as the primary basis for assessing the
added value of AtRisk-GCN. A stronger secondary comparison – fine-tuned Transformer
language models operating on raw text – is specified in Section 5.3 (Step 6) as necessary
future work.

Remarks on CNN and LSTM performance. The near-chance accuracy of CNN and LSTM
(≈0.51–0.52) is explained by the mismatch between bag-of-words TF-IDF input and
the sequential inductive bias of these architectures. When a 300-dimensional TF-IDF
vector is treated as a sequence of 300 scalar timesteps, no meaningful temporal or local
structure is present and the models effectively fail to learn. This result is consistent with
the text-classification literature; TF-IDF features are better paired with linear classifiers or
feedforward networks, as the MLP results confirm.
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Fig. 2. Data 1: Validation accuracy (y-axis, 0–1) across epochs (x-axis) (left) and confusion
matrix with absolute counts on the held-out test set (n = 200, right). The accuracy curve
is shown up to the early-stopping epoch. Results affected by compounding leakage; see
Section 2.3.

Training dynamics for AtRisk-GCN are shown in Figure 3, and Figure 4 shows the
accuracy evolution and the confusion matrix on the test set.

A detailed classification report is provided in Table 7.

Comparison with prior studies on the Mental Health Corpus. Table 8 compares AtRisk-
GCN with recent studies using the same corpus. AtRisk-GCN achieves an F1-score of
0.84; however, the comparison is approximate because evaluation protocols may differ
across studies.

Table 6. Results on Data 2 (Mental Health Corpus), averaged over five runs (std in
parentheses). Task: binary distress-language classification. Test set: n = 5596.

Model Acc. Prec. Rec. F1
TF-IDF + Logistic Regression 0.82 (0.004) 0.82 (0.004) 0.82 (0.005) 0.82 (0.004)
TF-IDF + Linear SVM 0.81 (0.003) 0.81 (0.004) 0.81 (0.004) 0.81 (0.004)
MLP 0.70 (0.008) 0.67 (0.009) 0.63 (0.010) 0.65 (0.009)
CNN† 0.52 (0.021) 0.51 (0.022) 0.50 (0.023) 0.50 (0.022)
LSTM† 0.51 (0.019) 0.50 (0.020) 0.50 (0.021) 0.50 (0.020)
AtRisk-GCN 0.840 (0.006) 0.840 (0.007) 0.840 (0.007) 0.840 (0.006)
CNN and LSTM are applied to TF-IDF bag-of-words vectors treated as fixed-length sequences. These
architectures are designed for ordered sequential data and cannot exploit the permutation-invariant structure of
TF-IDF vectors, which explains their near-chance performance. Results are included for completeness only;
future comparisons should include fine-tuned transformer language models (e.g. BERT, RoBERTa).
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Fig. 3. Data 2: AtRisk-GCN training and validation binary cross-entropy loss (y-axis)
across epochs (x-axis).

Fig. 4. Data 2: Accuracy (y-axis, 0–1) across epochs (x-axis) (left) and confusion matrix
with absolute counts on the held-out test set (n = 5596, right).
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Table 7. Classification report for AtRisk-GCN on the test set of Data 2 (n = 5596).

Class Prec. Rec. F1 Support

Not at risk 0.83 0.85 0.84 2 828
At risk 0.85 0.83 0.84 2 768

Accuracy 0.84 5 596

Table 8. Macro F1-scores of different studies on the Mental Health Corpus.

Authors Model F1
Baydili et al. (2025) [2] Feature selection 0.56
Tank et al. (2024) [31] Semi-supervised Su-RoBERTa 0.70
Saeed et al. (2025) [34] Behavioural + linguistic 0.74
AtRisk-GCN (2025) GCN (this work) 0.84

4.3. Graph Contribution: Evidence from Existing Comparisons

While a complete, controlled ablation study (identical architecture with and without graph
convolution, randomised graph connectivity, and a k-NN classifier baseline) was not
performed in this work and is identified as a priority for future work (Section 5.3, Step 5),
two comparisons already present in our experimental design provide partial, indirect
evidence regarding the contribution of the feature-similarity graph.

For Data 1, the DNN baseline (Table 5) is trained on the same standardised tabular
node features used by AtRisk-GCN, without any graph structure. AtRisk-GCN outperforms
this graph-free model by 5.1 percentage points in accuracy (0.861 vs. 0.810). For Data 2,
the MLP baseline (Table 6) is trained on the same TF-IDF feature vectors used by AtRisk-
GCN, again without graph structure, and is outperformed by 14.0 percentage points (0.840
vs. 0.700). The Data 2 comparison is not affected by the Data 1 augmentation issue and
is the more reliable of the two indirect indicators; for Data 1, the 5.1-point gap cannot be
attributed to graph convolution alone, as both models are affected by the same compounding
leakage described in Section 2.3.

These gaps are consistent with a positive contribution of the feature-similarity graph,
but we emphasise that DNN/MLP and AtRisk-GCN also differ in other architectural
respects; consequently, these comparisons cannot isolate the graph’s contribution with the
same rigour as a controlled ablation study.

5. Discussion

5.1. Interpretation of Results

AtRisk-GCN outperforms classical ML and deep learning baselines across two hetero-
geneous datasets. On Data 2 – this advantage (84.0% vs. 70.0% for the graph-free MLP,
and vs. 82.0% for TF-IDF + Logistic Regression) is the more trustworthy evidence for a
genuine contribution of the feature-similarity graph. On Data 1 it achieves 86.1% accu-
racy (F1 = 0.857) compared to 81.0% for the matched-feature graph-free DNN baseline;
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however, this result must be interpreted in light of the compounding, severe limitations
described below, and should not be read as evidence of the graph’s standalone contribution
or of genuine mental-health risk detection.

The performance advantage of AtRisk-GCN over standard feedforward models is con-
sistent with the hypothesis that feature-similarity graphs provide complementary structural
information that aids classification (most clearly supported by the Data 2 evidence). By
aggregating representations of similar individuals, the GCN effectively performs a form
of graph-regularised learning, which may reduce overfitting and improve generalisation;
however, a controlled ablation is still required to confirm this mechanism rather than a
difference in model capacity or training procedure.

5.2. Methodological Limitations

Compounding leakage in Data 1: label, graph, and synthetic augmentation. We summarise
the three compounding leakage channels disclosed in Section 2.3: (1) CES-D/STAI-T/ MBI-
Exhaustion are used simultaneously as label components and as node features; (2) these
same variables are used to construct the k-NN graph. Channel 3 is, in our assessment,
the most severe: it creates a direct mechanism for near-duplicate information to cross the
train/test boundary, independent of Channels 1–2. We did not resolve these issues in the
present study, and we do not consider the reported Data 1 performance to be a reliable
estimate of AtRisk-GCN’s ability to detect at-risk students from independent data. We
regard this disclosure, together with the protocol in Section 2.3, as more scientifically
important than the numerical performance values themselves, and we leave to the Editor
and reviewers the determination of whether this level of disclosed limitation is acceptable
for publication in its current form or requires the leakage-free re-evaluation specified below
as a condition of acceptance.

Label validity in Data 2. The Mental Health Corpus was originally annotated for toxic
language in online communities. Relabelling these annotations as “At Risk” is a mod-
elling convenience with no clinical basis. The model learns to classify distress-related
language, not to identify individuals with mental-health disorders. Combined with the
lexical shortcut-learning risk discussed in Section 2.3 (keyword–graph coupling via TF-
IDF cosine similarity), results on Data 2 should not be extrapolated to clinical screening
scenarios and are treated in this paper strictly as a technical benchmark (Section 4.2),
unaffected by Data 1’s augmentation issues.

Cross-sectional design and generalisability. Both datasets are static snapshots. AtRisk-
GCN assigns labels to current observations and cannot predict future mental-health de-
terioration. In addition, the real-record component of Data 1 originates from a single
Swiss institution, and may not generalise to other student groups, institutions, countries,
or languages; the online-community population underlying Dataset 2 provides a further,
independent generalisability concern. No subgroup analysis is reported.

5.3. A Concrete Protocol for Leakage-Free and Inductive Re-Evaluation

To address the methodological concerns above in a verifiable manner, we specify here the
exact protocol required for a rigorous re-evaluation of AtRisk-GCN, which we identify as
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the immediate priority for future work. We have not conducted this re-evaluation in the
present study and therefore do not claim that AtRisk-GCN’s advantage on Data 1 would
persist under this protocol.

Step 1 – Leakage-free feature set (Data 1). Remove CES-D, STAI-T, and MBI-Exhaustion
from the node feature matrix.

Step 2 – Leakage-free graph construction (Data 1). Recompute the k-NN graph using
only the reduced feature set from Step 1.

Step 3 – Independent outcome (preferred, Data 1). Where available, replace the composite
threshold-based label with an independently measured outcome.

Step 4 – Inductive evaluation protocol (both datasets). Construct the k-NN graph on
training nodes only; attach validation/test nodes via k-NN against training features only, or
adopt an inductive architecture (e.g. GraphSAGE [14]).

Step 5 – Controlled ablation of the graph component. Compare AtRisk-GCN against a
matched-capacity graph-free MLP, a k-NN classifier, and a randomised-graph AtRisk-GCN
variant, all on the Step 0–2 leakage-free data.

Step 6 – Stronger, task-appropriate baselines. Gradient-boosted trees (Data 1); fine-tuned
Transformer language models (Data 2).

5.4. Absence of Clinical Deployment Recommendation

Given the limitations above, this work does not recommend the deployment of AtRisk-
GCN in real student support systems. Before any deployment, the following would be
required. (b) prospective cohort studies with independently measured clinical outcomes;
(c) subgroup fairness analysis; (d) calibration and uncertainty quantification; (e) clinical
validation in partnership with mental-health professionals; and (f) ethical review including
privacy, consent, and risk-of-harm analysis.

6. Conclusion

This study presented AtRisk-GCN, a Graph Convolutional Network framework designed
for the cross-sectional classification of mental-health risk indicators using feature-similarity
graphs. By constructing k-nearest-neighbour graphs from questionnaire-derived and text-
based representations, the proposed framework incorporates relational information between
observations that is not explicitly exploited by conventional graph-free classifiers.

The experimental results provide evidence that AtRisk-GCN can achieve competitive
classification performance across two heterogeneous datasets. On the medical-student
dataset, the model achieved an accuracy of 86.1% and an F1-score of 85.7%, while on the
larger Mental Health Corpus it achieved 84.0% accuracy and 84.0% F1-score. The results
obtained on the second dataset, which is not affected by synthetic augmentation, provide the
more reliable evidence that feature-similarity graphs may offer complementary information
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beyond the original feature representations. In particular, AtRisk-GCN outperformed
both graph-free MLP and conventional TF-IDF-based classifiers under matched input
representations.

Nevertheless, the findings should be interpreted in light of important methodological
limitations. The medical-student dataset is affected by three interacting sources of informa-
tion leakage: label-defining psychometric variables are included in the node features, the
same variables contribute to graph construction, and SMOTE augmentation was performed
before the train–test split and graph construction. Consequently, the reported performance
on this dataset should be regarded as an upper-bound estimate rather than an unbiased
measure of generalisation. Similarly, the second dataset is used strictly as a technical
benchmark because its labels represent distress-related language rather than clinically
validated mental-health outcomes. Therefore, the present results do not support direct
clinical deployment or individual-level mental-health screening.

Future work should conduct a rigorous leakage-free and inductive re-evaluation of
AtRisk-GCN by removing label-defining variables from the feature and graph-construction
processes, applying data augmentation only within the training partition when appropriate,
and using independently measured outcomes whenever available. Further experiments
should include controlled graph ablations, stronger tabular and text baselines, prospective
multi-institutional datasets, subgroup fairness analysis, calibration and uncertainty assess-
ment, and independent clinical validation. Such evaluations will be necessary to determine
whether the observed benefits of graph-based learning persist under realistic deployment
conditions.

Overall, the study provides a methodological investigation of feature-similarity GCNs
for cross-sectional mental-health indicator classification and highlights both their potential
value and the importance of rigorous leakage control when applying graph learning to
sensitive psychological data.

Ethics Statement. This study is a secondary analysis of pre-existing, publicly available
data. The authors did not recruit participants, did not collect new data from human subjects,
and had no access to directly identifying information.

The real-record component of Dataset 1 (886 records) derives from the publicly
available data release accompanying Carrard et al. [5], deposited on Zenodo (https:
//doi.org/10.5281/zenodo.5702895). The original study was conducted at the
Faculty of Biology and Medicine, University of Lausanne, and Lausanne University
Hospital (CHUV), Switzerland, and supported by the Swiss National Science Foundation
(grant 10001C_197442). No ethics approval/protocol number is stated in the cited data
release or its associated publication; readers are referred to Carrard et al. [5] for the original
study’s institutional context. The 114 synthetic records were generated by the authors using
SMOTE and do not correspond to real individuals; their generation and associated leakage
risks are disclosed in full in Section 2.3.

Dataset 2 is the publicly available Mental Health Corpus [27], distributed under its
original licence on Kaggle.

As no new human-subjects data collection was performed, no new institutional ethics
board approval was sought for this secondary analysis.

https://doi.org/10.5281/zenodo.5702895
https://doi.org/10.5281/zenodo.5702895
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Data Availability. The real-record component of Dataset 1 is available via Zenodo at
https://doi.org/10.5281/zenodo.5702895 [5]. Dataset 2 is publicly avail-
able on Kaggle [27]. Code for graph construction, model training, and evaluation is
available upon reasonable request from the corresponding author.
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